
sum += 4;
}
if (bitmap_elem & OxOOOOOOOc) { 

bitmap_elem >>= 2; 
sum += 2;

}
if (bitmap_elem & 0x00000002) 

sum += 1;

return sum;
#endif
}
/************************** ye SWAP THREAD ***********************************/

/* The UC swap thread */
int uc_swap_thread(void ‘unused)
{

struct task_struct *tsk = current;
int interval = (20 * HZ);
int i ;
struct uc_swap_header *uc_swp_ptr;

tsk-ssession = 1; 
tsk->pgrp = 1;
strcpy(tsk->comm, "uc_swap_thread");

tsk-sflags |= PF_MEMALLOC; /* Don't interrupt to free memory when 
* we're doing our thing 
*/

/* sigstop and sigcont will stop and wakeup kupdate */ 
spin_lock_irq(&tsk-ssigmask_lock); 
sigfillset(&tsk-sblocked);
siginitsetinv(&current-sblocked, sigmask(SIGCONT) | sigmask(SIGSTOP)); 
recalc_sigpending(tsk); 
spin_unlock_irq(&tsk->sigmask_lock);

for (;;) {
if (interval) {

tsk-sstate = TASK_INTERRUPTIBLE; 
schedule_timeout(interval);

} else {
stop_swap_thread:

tsk-sstate = TASK_STOPPED; 
return 0;

}
/* check for sigstop */ 
if (signal_pending(tsk)) {

int stopped = 0;
spin_lock_irq(&tsk->sigmask_lock) ; 
if (sigismember(&tsk-spending.signal, SIGSTOP)) {

sigdelset(&tsk-spending,signal, SIGSTOP); 
stopped = 1;

}
recalc_sigpending(tsk); 
spin_unlock_irq(&tsk-ssigmask_lock); 
if (stopped)

goto stop_swap_thread;
}

/* Set a default interval that is a long time.
* If we find something in the swap files that
* needs doing, we will adjust it.
*/
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interval = (300 * HZ) ;

/* Now we need to go through each entry in our
* array of open scalable swap files and see if
* there is anything that we can reduce.
*/

for (i = 0; i < UC_MAX_SWAP_FILES; i++) {
if (uc_swap_info_array[i].swp_info_ptr) {

/* We get the semaphore for this particular file.
* The semaphore protects everything in the
* swap_info_ptr. The array for buffering free
* pages doesn't concern us.
*/

down(&uc_swap_info_array[i],uc_swap_sem); 
uc_swp_ptr = uc_swap_info_array[i].uc_swp_ptr; 
if (uc_swp_ptr)

interval - uc_reduce_swap_file(uc_swp_ptr) + uc_swp_ptr-
>activity_modifer;

up(&uc_swap_info_array[i].uc_swap_sem);
}

}
}
return 0;

}

int start_uc_swap_thread(void)
{

/* Init the global data structures for our swap files. */ 
spin_lock_init(&uc_global_lock) ;

uc_swap_info_array = vmalloc(UC_MAX_SWAP_FILES * sizeof(struct uc_swap_info));

/* That won't fail - if it does, what to do? */ 
if (likely(uc_swap_info_array != NULL)) {

/* Init the elements of the array to default values */ 
int i ;
for (i = 0; i < UC_MAX_SWAP_FILES; i + + ) {

uc_swap_info_array[i].swp_info_ptr = NULL; 
uc_swap_info_array[i].uc_swp_ptr = NULL; 
uc_swap_info_array[i],uc_array = NULL; 
uc_swap_info_array[i].uc_counter = 0;
uc_swap_info_array[i].uc_low_elem = UC_FREED_ELEM_COUNT; 
uc_swap_info_array[i].uc_high_elem = Q; 
spin_lock_init(&uc_swap_info_array[i].uc_swap_lock); 
init_MUTEX(&uc_swap_info_array[i],uc_swap_sem);

}
} else

panic("UC: ERROR: Cannot allocate uc_swap_info_array\n");

/* Start out swap' thread */
kernel_thread(uc_swap_thread, NULL, CLONE_FS | CLONE_FILES | CLONE_SIGNAL);

return 0;
}

Now here is complete listing of the existing source code that was modified for the 
scalable swap. The full source code files are available in the Umbilical Cord CD's that are 
kept with the maintainer.

This is added to include/linux/fs.h
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/* JW Umbilical Cord. */ 
tfdefine UC_ATTR_DEFRAG 2048

In include/linux/swap.h, I moved in a definition for the NFS swap file, and added a field 
in the swap_info_struct. I also moved nfs_swap_data from nfsswap.c to swap.h.

/* JW Umbilical Cord 
* Brought this over from nfs/nfsswap.c 
*/

Jtdefine NFS_SWAP_ID "nfs file"

/*
* The in-memory structure used to track swap areas.
*/

struct swap_info_struct { 
unsigned int flags; 
struct file *swap_file; 
struct swap_method *method; 
void *data; 
spinlock_t sdev_lock; 
unsigned short * swap_map; 
unsigned int lowest_bit; 
unsigned int highest_bit; 
unsigned int cluster_next; 
unsigned int cluster_nr;
int prio; /* swap priority */
int pages; 
unsigned long max;
int next; /* next entry on swap list */
/* JW Umbilical Cord */ 
int uc_array_pos;
/* End Umbilical Cord */

};

struct nfs_swap_data { 
struct file 
struct inode 
struct nfs_server 
struct socket

/* JW Umbilical Cord
* Moved this from nfs/nfsswap.c
* we cache some values here. In principle, we only need the file. 
*/

*file,- 
*inode;
♦server;
♦socket ,-

/* JW Umbilical Cord
* Added this field because' we need to know
* where this swap file is in uc_swap_info_array 
*/

int uc_array_pos;
/* End Umbilical Cord */

};

In init/main.c umbilical_cord.h was included and one function was modified.
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/* JW Umbilical Cord */
#include <linux/umbilical_cord.h>

static void __init do_basic_setup(void)

/* Networking initialization needs a process context */ 
sock_init(); 

start_context_thread(); 

do_initcalls();

}

becomes

static void __init do_basic_setup(void)
{

/* Networking initialization needs a process context */ 
sock_init(); 

start_context_thread();

/* JW Umbilical Cord */ 
start_uc_swap_thread(); 

do_initcalls();

}

Those are the only two changes to main.c that the project makes.

In mm/swapfile.c the Umbilical Cord header was included and three functions were 
modified.

The include file for the Umbilical Cord project has to be added, too.

/* JW Umbilical Cord */
#include <linux/umbilical_cord.h>

static int swap_entry_free(struct swap_info_struct *p, unsigned long offset) 
{

int count = p->swap_map[offset];

if (count < SWAP_MAP_MAX) { 
count--;
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p->swap_map[offset] = count; 

if (!count) {
if (offset < p->lowest_bit)

p->lowest_bit = offset;
if (offset > p->highest_bit)

p->highest_bit = offset;
nr_swap_pages++;

/* JW Umbilical Cord */

/*
* We have to update our data structures to reflect
* the fact that the page has been freed from the
* swap file.
*/

if (likely(p->uc_array_pos != UC_UNASSIGNED)) {
/* This is a scalable swap file of ours */ 
struct uc_swap_info *ptr;

/* We store free pages in a buffer until they can be processed
* by a routine that can synchronize with this function AND
* uc_swap_thread. All my attempts to synchronize this function
* with uc_swap_thread have ended in deadlock.
* uc_swap_lock is intended to protect the array and the
* counter.
*/

ptr = &uc_swap_info_array[p->uc_array_pos]; 
spin_lock(&ptr->uc_swap_lock);
/* Is there room in the "easy to use"
* uc_array?
*/

if (likely(ptr->uc_counter < UC_FREED_CACHE_SIZE)) 
ptr->uc_array[ptr->uc_counter++] = offset;

else {
/* Have to mark the slot in the bitmap */ 
unsigned long elem, bitmask;

elem = offset >> UC_BITS_PER_ULONG_SHIFT; 
bitmask = 1UL << (offset % UC_BITS_PER_ULONG); 
ptr->uc_bitmap[elem] |= bitmask;
/*
* We keep a range of elements that have
* been marked. Then we can run though
* them. It's not perfect, but it's
* better than nothing.
*/

if (elem < ptr->uc_low_elem)
ptr->uc_low_elem = elem;

else if (elem > ptr->uc_high_elem) 
ptr->uc_high_elem = elem;

}
spin_unlock(&ptr->uc_swap_lock);

}
/* End Umbilical Cord */

}
}

return count;
}

asmlinkage long sys_swapoff(const char * specialfile)
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{
struct swap_info_struct * p = NULL;
unsigned short *swap_map;
struct nameidata nd;
int i, type, prev;
int err;
struct file *swap_file;

if (!capable(CAP_SYS_ADMIN)) 
return -EPERM;

err = user_path_walk(specialfile, &nd); 
if (err)

return err;

lock_kernel(); 
prev = -1; 
swap_list_lock();
for (type = swap_list.head; type >= 0; type = swap_info[type].next) { 

p = swap_info + type;
if ((p->flags & SWP_WRITEOK) == SWP_WRITEOK) { 

if (p->swap_file &&
p->swap_file->f_dentry == nd.dentry) 

break;
}
prev = type;

}
err = -EINVAL;
/* p->swap_file contains all needed info, no need to keep nd, so 
* release it now.
*/

path_release(&nd); 
if (type < 0) {

swap_list_unlock(); 
goto out;

}

if (prev < 0) {
swap_list.head = p->next;

} else {
swap_info[prev].next = p->next;

}
if (type == swap_list.next) {

/* just pick something that's safe... */ 
swap_list.next = swap_list.head;

}
nr_swap_pages -= p->pages; 
total_swap_pages -= p->pages; 
p->flags = SWP_USED; 
swap_list_unlock();
unlock_kernel();
err = try_to_unuse(type);
lock_kernel();
if (err) {

/* re-insert swap space back into swap_list */ 
swap_list_lock();
for (prev = -1, i = swap_list.head; i >= 0; prev = i, 

i = swap_info[i].next) 
if (p->prio >= swap_info[i].prio)

break;
p->next = i; 
if (prev < 0)

swap_list.head = swap_list.next = p - swap_info;
else

swap_info[prev].next = p - swap_info; 
nr_swap_pages += p->pages;
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total_swap_pages += p->pages; 
p->flags = SWPJWRITEOK; 
swap_list_unlock(); 
goto out;

}

if (p->method->ops->release)
p->method->ops->release(p->swap_file, p->data);

swap_list_lock();
swap_device_lock(p);
p->method->use_count --;
p->method = NULL;
p->data = NULL;
swap_file = p->swap_file;
p->swap_file = NULL;
p->max = 0;
swap_map = p->swap_map;
p->swap_map = NULL;
p->flags = 0;

/* JW Umbilical Cord */
if (p->uc_array_pos != UC_UNASSIGNED) 

uc_swapoff(p);
/* End Umbilical Cord */

swap_device_unlock(p);
swap_list_unlock();
filp_close(swap_file, NULL);
vfree(swap_map);
err = 0;

out:
unlock_kernel(); 
return err;

}

/*
* Written 01/25/92 by Simmule Turner, heavily changed by Linus.
★
* The swapon system call
★
•*
* JW Umbilical Cord
★
* Changed to spoof the actual swap size for the diskless client. I haven't
* altered anything that I don't need to, even at the price of letting some
* things remain that may be redundant. We sppof the memory manager into
* thinking that the swap file is (approximately) 2 GB and we set up
* data structures for this file to make it a scalable swap file.
*
* Right now, we only do this if this is a NFS swap file!
*
*/

asmlinkage long sys_swapon(const char * specialfile, int swap flags)
{

struct swap_info_struct * p; 
unsigned int type; 
int i, j, prev; 
int error;
static int least_priority = 0; 
union swap_header *swap_header = 0;
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int swap_header_version;
int nr_good_pages = 0;
unsigned long maxpages = 1;
int swapfilesize;
unsigned short *swap_map;
char * tmp_specialfile;
struct file *swap_file;

if (!capable(CAP_SYS_ADMIN)) 
return -EPERM;

lock_kernel();
swap_list_lock();
p = swap_info;
for (type = 0 ; type < nr_swapfiles ; type++,p++) 

if (!(p->flags & SWP_USED))
break;

error = -EPERM;
if (type >= MAX_SWAPFILES) { 

swap_list_unlock(); 
goto out;

}
if (type >= nr_swapfiles)

nr_swapfiles = type+1;
p->flags = SWP_USED;
p->swap_file = NULL;
p->method = NULL;
p->swap_map = NULL;
p->lowest_bit = 0;
p->highest_bit = 0;
p->cluster_nr = 0;
p->sdev_lock = SPIN_LOCK_UNLOCKED;
p->next = -1;

/* JW Umbilical Cord
* Default value - not assigned
* to array yet. That is, we
* haven't set it up as a
* Umbilical Cord scalable swap.
*/

p->uc array pos = UC_UNASSIGNED;
/* End Umbilical Cord */

if (swap_flags & SWAP_FLAG_PREFER) { 
p->prio =

(swap_flags & SWAP_FLAG_PRIO_MASK)>>SWAP_FLAG_PRIO_SHIFT
} else (

p->prio = -~least_priority;
}
swap_list_unlock();

/* Open the swap using filp_open. Bail out on any errors. */ 
tmp_specialfile = getname(specialfile); 
if (IS_ERR(tmp_specialfile)) {

error = PTR_ERR(tmp_specialfile); 
goto bad_swap_2;

}
p->swap_file = filp_open(tmp_specialfile, O_RDWR, 0600);
putname(tmp_specialfile);
if (IS_ERR(p->swap_file)) {

error = PTR_ERR(p->swap_file); 
goto bad_swap_l;

}

/*
* JW Umbilical Cord
* Let1s note here that this works because we in fact have
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* already created a SMALL swap file with the appropriate
* version of swap. So the header is already correct but
* for the size.
*/

error = -EINVAL;

swapfilesize = find_swap_method(p->swap_file, p) ; 
if (swapfilesize < 0) {

error = swapfilesize; 
goto bad_swap_l;

}
jtifdef CONFIG_KMOD

if (swapfilesize == 0) {
(void)request_module("swapfile-mod");

swapfilesize = find_swap_method(p->swap_file, p); 
if (swapfilesize < 0) {

error = swapfilesize; 
goto bad_swap_l;

}
}

ttendif
if (swapfilesize == 0) {

printk("Don't know how to swap to this kind of file\n") 
goto bad_swap_l; /* free swap map */

}

/* JW Umbilical Cord
* We will manipulate the swap file size here. We will
* also set up the structures for doing scalable swap with
* this particular swap file.
k

* First, however, is this an NFS swap file?
*/

if (strcmp(p->method->name, NFS_SWAP_ID) == 0) {
swapfilesize = (UC_SWAP_SXZE >> PAGE_SHIFT); 
error = uc_swapon(p);
if (error)

goto bad_swap;
}
/* End Umbilical Cord */

/* After this point, the swap-file has been opened by the swap
* method. We must make sure to use the bad_swap label for any
* errors.
*/

error = -EBUSY;
for (i = 0 ; i < nr_swapfiles ; i++) {

struct swap_info_struct *q = &swap_info[i]; 
if (i == type || !q->swap_file)

continue;
if (p->swap_fi1e->f_dentry->d_inode->i_mapping

q-> swap_f i1e-> f_dent ry->d_inode-> i_mapping) 
goto bad_swap;

swap_header = (void *) __get_free_page(GFP_USER);
if (!swap_header) {

printk("Unable to start swapping: out of memory :-)\n") 
error = -ENOMEM; 
goto bad_swap;

}
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lock_page(virt_to_page(swap_header));
rw_swap_page_nolock(READ, SWP_ENTRY(type,0), (char *) swap_header)

if (Imemcmp("SWAP-SPACE",swap_header->magic.magic,10)) 
swap_header_version = 1;

else if (Imemcmp("SWAPSPACE2",swap_header-smagic.magic,10)) 
swap_header_version = 2;

else {
printk ("Unable to find swap-space signature\n") 
error = -EINVAL; 
goto bad_swap;

}

/* JW Umbilical Cord
* Some of what is in the swap header is OK for us, but some
* things need to change because they reflect the reality of
* swap file's size - and we don't want that, of course.
*

* We do need to check that this is an nfs swap file.
*/

if (p->uc_array_pos != UC_UNASSIGNED) {
swap_header->info.last_page = swapfilesize - 1; 
swap_header->info.nr_badpages = 0;
swap_header->info.badpages[0] = 0;

}
/* End Umbilical Cord */

switch (swap_header_version) {
case 1:

memset(((char *) swap_header)+PAGE_SIZE-10,0,10); 
j = 0;
p->lowest_bit = 0; 
p->highest_bit = 0;
for (i = 1 ; i < 8*PAGE_SIZE ; i++) {

if (test_bit(i,(char *) swap_header)) {
if (!p->lowest_bit)

p->lowest_bit = i;
p->highest_bit = i; 
maxpages = i+1; 
j++;

}
}
nr_good_pages = j;
p->swap_map = vmalloc(maxpages * sizeof(short)); 
if (!p->swap_map) {

error = -ENOMEM; 
goto bad_swap;

}
for (i = 1 ; i < maxpages ; i++) {

if (test_bit(i,(char *) swap_header))
p->swap_map[i] = 0;

else
p->swap_map[i] = SWAP_MAP_BAD;

}
break;

case 2 :
/* Check the swap header's sub-version and the size of 

the swap file and bad block lists */
if (swap_header->info.version != 1) { 

printk(KERN_WARNING
"Unable to handle swap header version %d\n", 
swap_header->info.version);

error = -EINVAL; 
goto bad_swap;

}
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p->lowest_bit = 1;
maxpages = SWP_OFFSET(SWP_ENTRY(0,-0UL)) - 1;
if (maxpages > swap_header->info.last_page)

maxpages = swap_header->info.last_page;
p->highest_bit = maxpages - 1;

error = -EINVAL;
if (swap_header->info.nr_badpages > MAX_SWAP_BADPAGES) 

goto bad_swap;

/* OK, set up the swap map and apply the bad block list */ 
if (!(p->swap_map = vmalloc(maxpages * sizeof(short)))) {

error = -ENOMEM; 
goto bad_swap;

}

error = 0;
memset(p->swap_map, 0, maxpages * sizeof(short)); 
for (i=0; i<swap_header->info.nr_badpages; i++) {

int page = swap_header->info.badpages[i];
if (page <= 0 || page >= swap_header->info.last_page)

error = -EINVAL;
else

p->swap_map[page] = SWAP_MAP_BAD;
}
nr_good_pages = swap_header->info.last_page - 

swap_header->info.nr_badpages - 
1 /* header page */;

if (error)
goto bad_swap;

}

if (swapfilesize && maxpages > swapfilesize) { 
printk (KERN_WARNING

"Swap area shorter than signature indicates\n"); 
error = -EINVAL; 
goto bad_swap;

}
if (Inr good pages) {

printk(KERN_WARNING "Empty swap-file\n"}; 
error = -EINVAL;
goto bad_swap;

}
p->swap_map[0] = SWAP_MAP_BAD;
swap_list_lock();
swap_device_lock(p);
p->max = maxpages ,-
p->flags = SWP_WRITEOK;
p->pages = nr_good_pages;
nr_swap_pages += nr_good_pages;
total_swap_pages += nr_good_pages;
printk(KERN_INFO "Adding Swap: %dk swap-space (priority %d)\n", 

nr_good_pages<<(PAGE_SHIFT-10) , p->prio);

/* insert swap space into swap_list: */
prev = -I;
for (i = swap_list.head; i >= 0; i = swap_info[i].next) { 

if (p->prio >= swap_info[i].prio) {
break;

}
prev = i;

}
p->next = i;
if (prev < 0) {

swap_list.head = swap_list.next = p - swap_info;
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} else {
swap_info[prev].next = p - swap_info;

}

swap_device_unlock(p); 
swap_list_unlock(); 
error = 0; 
goto out;

bad_swap:
/* JW Umbilical Cord */ 
if (p->uc_array_pos != UC_UNASSIGNED)

uc_swapoff(p);
/* End Umbilical Cord */ 
if (p->method->ops->release)

p->method->ops->release(p->swap_file, p->data); 
swap_list_lock(); 
p->method->use_count 
p->method = NULL; 
p->data = NULL; 
swap_list_unlock();

bad_swap_l:
swap_list_lock(); 
swap_file = p->swap_file; 
p->swap_file = NULL; 
swap_list_unlock(); 
filp_close(swap_file, NULL);

bad_swap_2:

swap_list_lock(); 
swap_map = p->swap_map; 
p->swap_map = NULL; 
p->flags = 0;
if (!(swap_flags & SWAP_FLAG_PREFER)) 

++least_priority;
swap_list_unlock(); 
i f (swap_map)

vfree(swap_map);

out:
if (swap_header)

free_page((long) swap_header);
unlock_kernel(); 
return error;

}

Those are all the changes made to mm/swapfile.c

In fs/nfs/nfsswap.c, umbilical_cord.h was included and one function was 
modified.

/* JW Umbilical Cord */
((include <linux/umbilical_cord.h>

/* JW Umbilical Cord
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* Moved NFS_SWAP_ID to swap.h 
*/

/* JW Umbilical Cord
* Moved struct nfs_swap_data to include/linux/swap.h 
*/

static int nfs_rw_swap_page(int rw, struct page *page,
unsigned long offset, void *dptr)

int error;
struct nfs_swap_data *data = dptr;
unsigned long alloc_flag = current->flags & PF_MEMALLOC;
unsigned long page_index;

if (!PageLocked(page))
panic("nfs_rw_swap_page: page not locked for I/O");

/* prevent memory deadlocks */
if (!(current->flags & PF_MEMALLOC)) {

dprintk("nfs_rw_swap_page: Setting PF_MEMALLOC\n");
}
current->flags |= PF_MEMALLOC;

/* now tweak the page->index field ... */
page_index = page->index;
page->index = ((loff_t)offset*(loff_t)PAGE_SIZE) » PAGE_CACHE_SHIFT;

/* JW Umbilical Cord 
*
* We want to synchronize with uc_swap_thread and with swap_entry_free
* So we get the semaphore and then get the spin lock. We only do
* this if we find this swap file in our global array.
*/

if (likely(data->uc_array_pos != UC_UNASSIGNED)) {
/* This is a scalable swap file of ours */ 
struct uc_swap_info *ptr;

ptr = &uc_swap_info_array[data->uc_array_pos];

/* Get the semaphore and then the lock */ 
down(&ptr->uc_swap_sem); 
spin_lock(&ptr->uc_swap_lock);

/* If there are pages that were freed we have to update the
* data structures before handling the translation of the
* current page.
*/

if (ptr->uc_counter)
uc_clear_freed_cache(ptr, ptr->uc_swp_ptr);

/*
* This is the heart of the matter. Get a physical slot
* to store this page. Now the slot offset is a logical
* one and we control the placement of the page in the
* swap file.
*/

page->index = uc_translate_offset(ptr->uc_swp_ptr, page->index, rw) ;

/* Release the locks, .of course */ 
spin_unlock(&ptr->uc_swap_lock); 
up(&ptr->uc_swap_sem);

}
/* End Umbilical Cord */
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if (rw == WRITE) {
error = nfs_write_swap_page(page,

data->server, 
data->inode, 
data->file);

} else {
error = nfs_read_swap_page(page,

data->server, 
data->inode, 
data->file);

}

if (!alloc_flag) {
current->flags &= ~PF_MEMALLOC;

}

/* now restore the page->index field ... */
page->index = page_index;

if (error) {
/* Must mark the page invalid after I/O error */ 
SetPageError(page);
ClearPageUptodate(page) ;

} else {
ClearPageError (page) ;
SetPageUptodate(page);

}

if ('error) { /* in case of an error rw_swap_page() likes to unlock 
* itself.
*/

UnlockPage(page);
}

return error < 0 ? 0 : 1;
}

Those are all the changes made to fs/nfs/nfsswap.c.

The kswapd thread in mm/vmscan.c was modified.

/* JW Umbilical Cord */
#include <linux/umbilical_cord.h>

int kswapd(void ‘unused)

struct task_struct 
struct uc_swap_header 
int

*tsk = current; 
*uc_swp_ptr; 
i ;

DECLARE_WAITQUEUE(wait, tsk);

daemonize();
strcpy(tsk->comm, "kswapd"); 
sigfillset(&tsk->blocked);

/*
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* Tell the memory management that we're a "memory allocator",
* and that if we need more memory we should get access to it
* regardless (see "__alloc_jpages () ") . "kswapd" should
* never get caught in the normal page freeing logic.
*
* (Kswapd normally doesn't need memory anyway, but sometimes
* you need a small amount of memory in order to be able to
* page out something else, and this flag essentially protects
* us from recursively trying to free more memory as we're
* trying to free the first piece of memory in the first place). 
*/

tsk->flags |= PF_MEMALLOC;

/*
* Kswapd main loop.
*/

for (;;) {
__set_current_state(TASK_INTERRUPTIBLE);
add_wait_queue(&kswapd_wait, &wait);

mb() ;
if (kswapd_can_sleep()) {

/* JW Umbilical Cord */

/* We are going to do something that this
* thread did not originally do. So we
* don't want to sleep just yet.
*/

__set_current_state(TASK_RUNNING);
remove_wait_queue(&kswapd_wait, &wait);

/* We clean up the buffer holding freed pages from the
* swap file before we go to sleep. This brings the
* buffer down when no reading/writing of the swap
* file is going on. (Because nfs_rw_swap_page will
* clear the buffer when it is active).
* It comes back to the problem of trying to
* synchronize swap_entry_free with uc_swap_thread.
* As weird as it sounds, there is no problem
* synchronizing this thread with uc_swap_thread.
* We go through the whole array and check the
* buffer for each open scalable swap file.
*/

for (i = 0; i < UC_MAX_SWAP_FILES; i++) { 
struct uc_swap_info *ptr; 
ptr = &uc_swap_info_array[i]; 

if (ptr->swp_info_ptr) {
/* We get the semaphore for this particular file.
* The semaphore protects everything in the
* swap_info_ptr. Then we get the spin lock
* because we also look at the buffering
* array, of course.
*/

down(&ptr->uc_swap_sem); 
spin_lock(&ptr->uc_swap_lock);

/* Is there anything to clear? */ 
if (ptr->uc_counter)

uc_clear_freed_cache(ptr, ptr->uc_swp_ptr)

spin_unlock(&ptr->uc_swap_lock); 
up(&ptr->uc_swap_sem);

}
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}
/* End Umbilical Cord */

_ set_current_state(TASK_INTERRUPTIBLE);
add_wait_queue(&kswapd_wait, await);

mb () ;
schedule();

}
__set_current_state(TASK_RUNNING);
remove_wait_queue(&kswapd_wait, &wait);

/*
* If we actually get into a low-memory situation,
* the processes needing more memory will wake us
* up on a more timely basis.
*/

kswapd_balance(); 
run_task_queue(&tq_disk);

}
)

Those are the only changes made to mm/vmscan.c.

In fs/nfs/nfs3xdr.c the function xdr_encode_sattr was modified 
to include special encoding for defragmenting requests to 
the server:

static inline u32 *
xdr_encode_sattr(u32 *p, struct iattr *attr)
{

/* JW Umbilical Cord */ 
if (attr->ia_valid & UC_ATTR_DEFRAG) {

/*
* We want to defragment the swap file.
* We are doing this in a radical fashion.
* But this way, nothing else changes.
* I don't want to increase the size of
* the buffer used to hold the encoding.
* The server also has to be modified to
* understand this change in the encoding.
* But that's OK because we aren't going
* to use a completely stock server on
* the OS server.
*/

*p++ = htonl(UC_ATTR_DEFRAG);
p = xdr_encode_hyper(p, (__u64) attr->ia_size);
*p++ = xdr_zero; 
return p;

}
/* End Umbilical Cord */

if (attr->ia_valid & ATTR_MODE) {
*p++ = xdr_one;
*p++ = htonl(attr->ia_mode);

} else {
*p++ = xdr_zero;

}
if (attr->ia_valid & ATTR_UID) {

*p++ = xdr_one;
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*p++ = htonl(attr->ia_uid);
} else {

*p++ = xdr_zero;
}
if (attr->ia_valid & ATTR_GID) {

*p++ = xdr_one;
*p++ = htonl(attr->ia_gid);

} else {
*p++ = xdr_zero;

}
if (attr->ia_valid & ATTR_SIZE) {

*p++ = xdr_one;
p = xdr_encode_hyper(p, (__u64) attr->ia_size)

} else {
*p++ = xdr_zero;

}
if (attr->ia_valid & ATTR_ATIME_SET) {

*p++ = xdr_two;
p = xdr_encode_time(p, attr->ia_atime);

} else if (attr->ia_valid & ATTR_ATIME) {
*p++ = xdr_one;

} else {
*p++ = xdr_zero;

}
if (attr->ia_valid & ATTR_MTIME_SET) {

*p++ = xdr_two;
p = xdr_encode_time(p, attr->ia_mtime);

} else if (attr->ia_valid & ATTR_MTIME) {
*p++ = xdr_one;

} else {
*p++ = xdr_zero;

}
return p;

}
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APPENDIX H

SOURCE CODE FOR THE OS SERVER
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There are two completely original source files, umbilical_cord.h and umbilical_cord.c. 
Each of those files in included in this appendix. All other modified functions or 
declarations have been pulled out of their various source files and placed in this 
appendix. The complete source is, of course, on CD’s kept with the project maintainer. 
There has been some superficial editing to fit the margins of this document.

The file paths in this appendix are relative to the base directory of the linux kernel source 
tree. In the standard Umbilical Cord OS server installation that directory would be found 
in /home/ucord/os server/linux-2.4.22-SRVR.

This is the list of exisiting source files that have been modified for this project:

include/linux/fs.h 
fs/nfsd/nfs3xdr.c 
fs/nfsd/vfs.c 
f s/ext 3/inode.c 
fs/attr.c 
mm/filemap.c 
mm/memory.c

First, here is include/linux/umbilical_cord.h:

#ifndef _UMBILICAL_CORD_H
#define _UMBILICAL_CORD_H

/* All JW, All Umbilical Cord */

#include clinux/spinlock.h>
#include <linux/jbd.h>

#define MAX( a,b) ( ( (a) >(b) ) ? (a) : (b) )
#define MIN( a, b) ( ( ( a ) < ( b ) ) ? ( a ) : ( b ) )

#define STANDARD_HOLE_SIZE (4 * 1024 * 1024)

/* Function Prototypes */
extern void uc_punch_out_inode_pages(struct address_space *mapping, 
loff_t offset, unsigned long pgend);

extern int uc_ext3_defrag(struct inode *inode, __u32 hole_start);

extern int uc_defrag_file(struct inode * inode, __u32 hole_start);

extern void uc_defrag_vmlists(struct inode *inode, unsigned long pgoff, 
unsigned long hole_size);

#endif /* _UMBILICAL_CORD_H */
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Now, here is umbilical_cord.c:

{{include
{{include
{{include
{{include
{{include
{{include
{{include
{{include
{{include
{{include
{{include
{{include
{{include
{{include
{{include
{{include
{{include
{{include

clinux/slab.h>
<linux/stat.h>
<linux/fcntl.h>
clinux/file.h>
<linux/uio.h>
clinux/smp_lock.h> 
clinux/dnotify.h> 
clinux/kernel.h> 
clinux/umbilical_cord.h> 
clinux/fs.h> 
clinux/ext2_fs.h> 
clinux/ext3_fs.h> 
clinux/ext3_jbd.h> 
clinux/locks.h> 
clinux/sched.h> 
clinux/highuid.h> 
clinux/quotaops.h> 
clinux/module.h>

/* The whole thing - JW Umbilical Cord */

/*
* uc_punch_list - modeled on vmtruncate_list. This function removes
* the pages that map to the blocks that we zeroed out in the
* defragmented area. However, how we calculate the intersection is
* different. We are looking for any overlap between the area being
* punched out and the area taken up by a particular mapping.
*
* I changed the parameters to fit what we are doing. I don't know
* why the original code doesn't convert to addresses rather than
* page offsets, as I have done. There must be a good reason.
*/

void uc_j?unch_list(struct vm_area_struct *mpnt, unsigned long 
punch_start, unsigned long punch_end)
{

do {
if ((mpnt->vm_start c punch_end) && (mpnt->vm_end > 

punch_start)) {
unsigned long in_start = MAX(punch_start, 
mpnt->vm_start);
unsigned long in_end = MIN(punch_end, mpnt->vm_end) 
zap_page_range(mpnt, in_start, (in_end - in_start))

}
} while ((mpnt = mpnt->vm_next_share) != NULL);

}

void uc_defrag_vmlists(struct inode *inode, unsigned long pgoff, 
unsigned long hole_size)
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{
struct address_space *mapping = inode->i_mapping; 
unsigned long punch_start = pgoff << PAGE_SHIFT; 

spin_lock(&mapping->i_shared_lock);

if (mapping->i_mmap)
uc_punch_list(mapping->i_mmap, punch_start, 

punch_start + hole_size);

if (mapping->i_mmap_shared)
uc_punch_list(mapping->i_mmap_shared, punch_start,

punch_start + hole_size); 

spin__unlock (^mapping->i_shared_lock) ;
}

int uc_defrag_file(struct inode * inode, __u32 hole_start) {
int err = -EINVAL;
struct super_block *sb = inode->i_sb;

if (sb) {
if (strcmp(sb->s_type->name,"ext3") == 0)

err = uc_ext3_defrag(inode, hole_start);
}

return err;
}

Here are the functions that were modified from existing source files:

include/linux/fs.h

/* JW Umbilical Cord */
#define UC_ATTRJDEFRAG 2048

fs/nfsd/nfs3xdr.c

static inline u32 *
decode_sattr3(u32 *p, struct iattr *iap)
{

u3 2 tmp;
int opcode = ntohl(*p); /* JW Umbilical Cord */

/*
* JW Umbilical Cord
* We have changed the encoding/decoding functions to
* accomodate our defragmenting opcode. This, I hope,
* will keep us from having to change anything else in
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* the encoding/decoding, particularly the size of the
* buffer used.
*/

if (opcode == UC_ATTR_DEFRAG) { 
u64 offset;

/*
* Set the attributes according to the way the rest of the
* code expects a file-attribute operation to work.
*/

iap->ia_valid = (UC_ATTR_DEFRAG | ATTR_MTIME);

/* The file hole offset is encoded in the next 8 bytes */ 
p = xdr_decode_hyper(++p, &offset);

/* We use the size parameter as the hole offset. The code
* has been modified to understand the new UC_ATTR_DEFEAG
* attribute bit.
*/

if (offset <= NFS_OFFSET_MAX) 
iap->ia_size = offset;

else
iap->ia_size = 0; /* will fail, but won't 

hurt anything */
p++;

/*
* That's it. Our code doesn't flow with the original
* decoding, as you can see, but that's OK.
*/

return p;
}
/* End Umbilical Cord */

iap->ia_valid = 0;

if (*p++) {
i ap-> i a_valid |= ATTR_MODE; 
iap->ia_mode = ntohl(*p++);

}
if (*p++) {

iap->ia_valid |= ATTR_UID; 
iap->ia_uid = ntohl(*p++);

}
if (*p++) {

iap->ia_valid |= ATTR_GID; 
iap->ia_gid = ntohl(*p++);

}
if (*p++) {

u64 newsize;

iap->ia_valid |= ATTR_SIZE;
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p = xdr_decode_hyper(p, fcnewsize); 
if (newsize <= NFS_OFFSET_MAX)

iap->ia_size = newsize;
else

iap->ia_size = NFS_OFFSET_MAX;
}
if ((tmp = ntohl(*p++)) == 1) { /* set to server time */

iap->ia_valid |= ATTR_ATIME;
} else if (tmp == 2) { /* set to client time */

iap->ia_valid |= ATTR_ATIME I ATTR_ATIME_SET; 
iap->ia_atime = ntohl(*p++), p++;

}
if ((tmp = ntohl(*p++)) == 1) { /* set to server time */

iap->ia_valid |= ATTR_MTIME;
} else if (tmp == 2) { /* set to client time */

iap->ia_valid |= ATTR_MTIME I ATTR_MTIME_SET; 
iap->ia_mtime = ntohl(*p++), p++;

return p;
}

fs/nfsd/vfs.c

/* JW Umbilical Cord */
#include <linux/umbilical_cord.h>

/*
* Set various file attributes.
* N.B. After this call fhp needs an fh_put 
*/

int
nfsd_setattr(struct svc_rqst *rqstp, struct svc_fh 
*iap,

int check guard, time t guardtime)

*fhp, struct iattr

{
struct dentry 
struct inode 
int
int
int
int
int

*dentry;
*inode;
accmode = MAY_SATTR; 
ftype = 0; 
imode; 
err;
size_change = 0;

if (iap->ia_valid & (ATTR_ATIME I ATTR_MTIME | ATTR_SIZE)) 
accmode |= MAY_WRITE|MAY_OWNER_OVERRIDE;

if (iap->ia_valid & ATTR_SIZE) 
ftype = S_IFREG;

/* Get inode */
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err = fh_verify(rqstp, fhp, ftype, accmode); 
if (err || !iap->ia_valid)

goto out;

dentry = fhp->fh_dentry; 
inode = dentry->d_inode;

/* NFSv2 does not differentiate between "set-[ac]time-to-now"
* which only requires access, and "set-[ac]time-to-X" which
* requires ownership.
* So if it looks like it might be "set both to the same
* time which is close to now", and if inode_change_ok fails,
* then we convert to "set to now" instead of "set to explicit
* time"
*
* We only call inode_change_ok as the last test as technically
* it is not an interface that we should be using. It is only
* valid if the filesystem does not define it's
* own i_op->setattr.
*/

ttdefine BOTH_TIME_SET (ATTR_ATIME_SET | ATTR_MTIME_SET)
#define MAX_TOUCH_TIME_ERROR (30*60)

if ((iap->ia_valid & BOTH_TIME_SET) == BOTH_TIME_SET
&& iap->ia_mtime == iap->ia_atime 
) {
/* Looks probable. Now just make sure time is in the
* right ballpark.
* Solaris, at least, doesn't seem to care what the time
* request is.
* We require it be within 30 minutes of now.
*/

time_t delta = iap->ia_atime - CURRENT_TIME; 
if (delta<0) delta = -delta; 
if (delta < MAX_TOUCH_TIME_ERROR &&

inode_change_ok(inode, iap) != 0) {
/* turn off ATTR_[AM]TIME_SET but leave ATTR_[AM]TIME
* this will cause notify_change to set these times
* to "now"
*/

iap->ia_valid &= ~BOTH_TIME_SET;
}

}

/* JW Umbilical Cord */ 
if (iap->ia__valid & UC_ATTR_DEFRAG) {

err = get_write_access(inode); 
if (err)

goto out_nfserr;
}
/* End Umbilical Cord */

/* The size case is special. It changes the file as 
well as the attributes. */
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if (iap->ia_valid & ATTR_SIZE) {
if (iap->ia_size < inode->i_size) {

err = nfsd_jpermission(fhp->fh_export, dentry,
MAY_TRUNC|MAY_OWNER_OVERRIDE)

z

if (err)
goto out;

}

/*
* If we are changing the size of the file, then
* we need to break all leases.
*/

err = get_lease(inode, FMODE_WRITE); 
if (err)

goto out_nfserr;

err = get_write_access(inode); 
if (err)

goto out_nfserr;

err = locks_verify_truncate(inode, NULL, iap->ia_size); 
if (err) {

put_write_access(inode); 
goto out_nfserr;

}
DQUOT_INIT(inode);

}

imode = inode->i_mode;
if (iap->ia_valid & ATTR_MODE) { 

iap->ia_mode &= S_IALLUGO;
imode = iap->ia_mode |= (imode & ~S_IALLUGO);

}

/* Revoke setuid/setgid bit on chown/chgrp */
if ((iap->ia_valid & ATTR_UID) && (imode & S_ISUID)
&& iap->ia_uid != inode->i_uid) { 

i ap-> i a_valid |= ATTR_MODE; 
iap->ia_mode = imode &= -S_ISUID;

}
if ((iap->ia_valid & ATTR_GID) && (imode & S_ISGID)
&& iap->ia_gid != inode->i_gid) { 

iap->ia_valid |= ATTR_MODE; 
iap->ia_mode = imode &= ~S_ISGID;

}

/* Change the attributes. */

iap->ia_valid |= ATTR_CTIME;

if (iap->ia_valid & ATTR_SIZE) {
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fh_lock(fhp); 
size_change = 1;

}

/* JW Umbilical Cord */ 
if (iap->ia_valid & UC_ATTR_DEFRAG) {

fh_lock(fhp); 
size_change = 1;

}
/* End Umbilical Cord */

err = nfserr_notsync;
if (!check_guard || guardtime == inode->i_ctime) { 

err = notify_change(dentry, iap); 
err = nfserrno(err);

}
if (size_change) {

fh_unlock(fhp); 
put_write_access(inode);

}
if (!err)

if (EX_ISSYNC(fhp->fh_export))
write_inode_now(inode, 1);

out:
return err;

out_nfserr:
err = nfserrno(err); 
goto out;

}

fs/attr.c

/* JW Umbilical Cord */
{{include <linux/umbilical_cord.h>

int inode_setattr(struct inode * inode, struct iattr * attr)
{

unsigned int ia_valid = attr->ia_valid; 
int error = 0;

if (ia_valid & ATTR_SIZE) {
error = vmtruncate(inode, attr->ia_size); 
if (error)

goto out;
}

/* JW Umbilical Cord */ 
if (ia_valid & UC_ATTR_DEFRAG) {

error = uc_defrag_vmtruncate(inode, attr->ia_size)
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if (error)
goto out;

}
/* End Umbilical Cord */

if (ia_valid & ATTR_UID)
inode->i_uid = attr->ia_uid;

if (ia_valid & ATTR_GID)
inode->i_gid = attr->ia_gid;

if (ia_valid & ATTR_ATIME)
inode->i_atime = attr->ia_atime;

if (ia_valid & ATTR_MTIME)
inode->i_mtime = attr->ia_mtime;

if (ia_valid & ATTR_CTIME)
inode->i_ctime = attr->ia_ctime;

if (ia_valid & ATTR_MODE) {
inode->i_mode = attr->ia_mode;
if (!in_group_p(inode->i_gid) && !capable(CAP_FSETID)) 

inode->i_mode &= ~S_ISGID;
}
mark_inode_dirty(inode);

out:
return error;

}

mm/filemap.c

/******************* UMBILICAL CORD ********************************/

/*
* JW Umbilical Cord. Modified from originals (see above) to only
* affect pages within the file hole being made.
*/

static int FASTCALL(uc_punch_out_list_pages(struct list_head *, 
unsigned long, unsigned long, unsigned *) ) ;
static int uc_punch_out_list_pages(struct list_head *head, unsigned 
long start, unsigned long end, unsigned *partial)
{

struct list_head *curr; 
struct page * page; 
int unlocked = 0;

restart:
curr = head->prev; 
while (curr != head) {

unsigned long offset;

page = list_entry(curr, struct page, list) ; 
offset = page->index;
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/* Is one of the pages to truncate? */
/* JW This is the only line that I changed */
if (((offset >= start) && (offset < end)) ||

(*partial && (offset + 1) == start)) { 
int failed;

page_cache_get(page); 
failed = TryLockPage(page);

list_del(head); 
if (!failed)

/* Restart after this page */ 
list_add_tail(head, curr);

else
/* Restart on this page */ 
list_add(head, curr);

spin_unlock(&pagecache_lock); 
unlocked = 1; 

if (!failed) {
if (*partial && (offset + 1) == start) {

truncatej>artial_page(page, *partial); 
♦partial = 0;

} else
truncate_complete_page(page);

UnlockPage(page);
} else

wait_on_page(page); 

page_cache_release(page);

if (current->need_resched) {
__set_current_state(TASK_RUNNING);
schedule();

}

spin_lock(&pagecache_lock);• 
goto restart;

}

curr = curr->prev;
}
return unlocked;

}

/* Directly modeled on truncate_inode_pages. See that for more
* details. I simply added the pgend parameter and changed the
* subroutine to call uc_punch_out_list_pages.
*/

146



void uc_punch_out_inode_pages(struct address_space *mapping, loff_t 
offset, unsigned long pgend)
{

unsigned long start = (offset + PAGE_CACHE_SIZE - 1) >>
PAGE_CACHE_SHIFT;

unsigned partial = offset & (PAGE_CACHE_SIZE - 1); 
int unlocked;

spin_lock(&pagecache_lock); 
do {

unlocked = uc_punch_out_list_pages(&mapping->clean_pages, 
start, pgend, kpartial);

unlocked |= uc_punch_out_list_pages(&mapping->dirty_pages, 
start, pgend, kpartial);

unlocked |= uc j>unch_out_list_pages(&mapping->locked_pages, 
start, pgend, ^partial);

} while (unlocked);
/* Traversed all three lists without dropping the lock */ 
spin_unlock(&pagecache_lock);

}

/********************* END umbilical cord ***************************/
mm/memory.c

/* JW Umbilical Cord */
#include <linux/umbilical_cord.h>

/* JW Umbilical Cord */
/* The equivalent to vmtruncate when we are punching a hole 

in an nfs-mounted swap file */

int uc_defrag_vmtruncate(struct inode * inode, loff_t offset)
{

unsigned long pgoff,, pgend; 
int err;

pgoff = (offset + PAGE_CACHE_SIZE - 1) >> PAGE_CACHE_SHIFT;

pgend = (offset + STANDARD_HOLE_SIZE +
PAGE_CACHE_SIZE - 1) >> PAGE_CACHE_SHIFT;

/* Do the equivalent of the vmtruncate portion with the lists */ 

uc_defrag_vmlists(inode, pgoff, STANDARD_HOLE_SIZE);

/* do the equivalent of truncate_inode_pages */ 

uc_punch_out_inode_pages(inode->i_mapping, offset, pgend);
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lock_kernel();
err = uc_defrag_file(inode, 
unlock_kernel();

offset)

return err;
}
/* End Umbilical Cord */
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APPENDIX I

SOURCE CODE FOR THE TEST PROGRAMS
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This is the test program that runs on the diskless client.

/*

Created
Modified
Title
Author

09/24/03
04/17/04
force_swapping.c 
James Warshawsky

A test program to force demand paging.

*/

#include <stdio.h> 
#include <time.h>

#define BLOCK_COUNT 
#define BLOCK SIZE

32
33554432

#define MAX ITERATIONS 32

/* global vars */
char* pointers[BLOCK_COUNT]; 
int gAllocations;
int glterations;

/* prototypes */
void allocate(void);
void write(int seed_value, int cur_iteration, int cur_alloc) 
int read(int seed_value, int cur_iteration, int cur_alloc); 
void clean_up(void);
int do_one_alloc_iteration(int cur_alloc, int rf) ;
int get_read_param(int argc, char *argv[]);
int get_iter_param(int argc, char *argv[]);
int main(int argc, char *argv[]);

/* Allocate the memory. Die if it fails */
void allocate(void)
{

int i, j ;

for (i = 0; i < BLOCK_COUNT; i++) {
pointers[i] = (char*)malloc(BLOCK_SIZE); 
if (!(pointers[i])) {

for (j = 0; j < i; j++) {
free(pointers[j]);

}
printf("Could not allocate block #%i\n", i 
exit(1);
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}
}

}

void, write(int seed_value, int cur_iteration, int cur_alloc)
{

int i,j;

for (i = 0; i < BLOCK_COUNT; i++) {
unsigned long *p = (unsigned long*)pointers [i]; 
printf("Writing block %i. Iteration %i of %i.

Allocation %i of %i\n", (i + 1), 
(cur_iteration + 1), glterations,
(cur_alloc + 1), gAllocations);

for (j = 0; j < (BLOCK_SIZE >> 2); j++) {
p[j] = j + seed_value;

}
}

}

int read(int seed_value, int cur_iteration, int cur_alloc)
{

int i, j; 
time_t *t;

for (i = 0; i < BLOCK_COUNT; i++) {
unsigned long *p = (unsigned long*)pointers [i] ; 
printf("Reading block %i. Iteration %i of %i.

Allocation %i of %i\n", (i + 1), 
(cur_iteration + 1), glterations,
(cur_alloc + 1), gAllocations);

for (j = 0; j < (BLOCK_SIZE » 2); j++) {
if (p [j] != (j + seed_value)) {

time(t);
printf("%s", ctime(t)); 
printf("Element %i of block %i

doesn't match!\n", 
j , i) ;

printf("Read value is %i\n", p [j]); 
printf("Seed value is %i\n", seed_value) 
printf("Correct value is %i\n",

(j + seed_value)); 
return 1;

}
}

}
return 0;

}

void clean_up(void)
{.

int i ;
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for (i = 0; i < BL0CK_C0UNT; i++) 
free(pointers[i]);

}

int do_one_alloc_iteration(int cur_alloc, int rf)
{

int i, seed_value;

allocate();

for (i = 0; i < glterations; i++) { 
seed_value = rand() % 1024;
printf("Starting cycle %i of %i with seed %i\n",

(i + 1), glterations, seed_value);
write(seed_value, i, cur_alloc); 
if (rf)

if (read(seed_value, i, cur_alloc)) {
printf("The zero-based cycle was %i\n", i) 
return 1;

}
}

clean_up(); 
return 0;

}

int get_alloc_param(int argc, char *argv[])
{

int iter = 1;

if (argc >1) {
iter = atoi(argv[1]);
if ((iter < 1) || (iter > MAX_ITERATIONS)) {

printf("Bad allocation iterations parameter.
Defaulting to 1 allocation iteration\n") 

iter = 1;
}

}

return iter;
}

int get_iter_param(int argc, char *argv[])
{

int iter = 1;

if (argc > 2) {
iter = atoi(argv[2]);
if ((iter < 1) || (iter > MAX_ITERATIONS)) {

printf("Bad iterations parameter.
Defaulting to 1 iteration\n"); 

iter = 1;
}
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}

return iter;
}

int get_read_param(int argc, char *argv[])
{

int rf = 0 ;

if (argc >3) {
if (strcmp(argv[3], "true") == 0) 

rf = 1;
else if (strcmp(argv[3], "read") == 0) 

rf = 1;
}

return rf;
}

int main(int argc, char *argv[])
{

int rf, iterations, alloc_iterations, i; 

gAllocations = get_alloc_jparam(argc, argv); 

glterations = get_iter_p>aram(argc, argv); 

rf = get_read_jparam (argc, argv);

printf("Performing %i x %i iterations with read option = %i\n", 
gAllocations, glterations, rf);

for (i = 0; i < gAllocations; i++) {
printf("Starting allocation cycle %i\n", (i + 1)); 
if (do_one_alloc_iteration(i, rf)) {

printf("The zero-based allocation iteration 
was %i\n", i);

exit(1);
}

}
return 0;

}

This is the shell script that runs on the server to monitor the 
Disk usage in the test partition.

#!/bin/sh
# Test swap defragmenting

# A simple test program to monitor disk usage on /SWAP
# (Which is really /dev/hdal mounted on /SWAP)
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echo "Test results for $(date)" > /home/ucord/test
echo "Running usage test on /SWAP"

while [[1=1]]
do

DATE=$(date)
SPACE="$(df | grep '/SWAP' | awk '{print $4}')"

echo $(printf "%s,%s\n" "$DATE" "$SPACE") >> /home/ucord/test

sleep 5
done
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APPENDIX J

TEST DATA
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Here is the actual data for the test run:

Free Blocks
30579336
30579288

30579288
30572000

30551744
30529220
30507620
30485264
30463384
30441232
30422360
30401432
30381028
30356400
30338772
30316604
30292300
30266868
30244796
30223672
30200084
30182860
30170928
30161316
30147972
30137604
30127648
30113516
30107600
30095788
30085092
30077292
30062344
30052608
30044596
30031112
30022032
30014436
30000656
29990332
29986440

Client-Side Activity 
Client is starting up 
Client has created the stub 
swap file

Test program is forcing 
demand paging
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29981788
.29975884
29968052
29958960
29950844
29939780
29930324
29923612
29913936
29904212
29893344
29884632
29875024
29865016
29853920
29842020
29836140
29829412
29813396
29804204
29795228
29783060
29771608
29761924
29753460
29742192
29730428
29726636
29708208
29705396
29687852
29678600
29664988
29657824
29649584
29635992
29628132
29614488
29608664
29588992
29582072
29571592
29560152
29557576
29557576
29557576
29557576
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29557572
29557572
29557572
29557572
29557572
29557572
29557572
29557572
29557484
29555732
29555732
29555732
29555732
29555732
29555732
29555732
29555732
29555732
29555732
29555732
29555732
29555732
29555732
29555732
29555732
29555732
29555732
29555732
29555732
29555732
29568032
29576232
29588532
29596732
29609032
29617232
29625432
29637732
29645932
29658232
29666432
29678732
29686932
29699232
29707432
29719732
29727932

158



29740232
29748432
29760732
29768932
29781232
29789432
29801732
29809932
29822232
29830432
29842732
29850932
29863232
29875532
29883732
29896032
29904232
29916532
29924732
29937032
29940328
29937032
29929596
29921620
29913220
29904224
29894700
29885668
29876572
29867456
29853936
29844716
29837912
29825556
29815400
29805164
29796484
29784588
29777308
29767276
29756516
29745752
29739308
29727556
29718004
29712572
29698732
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29694216
29680424
29666784
29661804
29646124
29633868
29629448
29613832
29601940
29594056
29585420
29577788
29577788
29577788
29577788
29577788
29577788
29577788
29577764
29573732
29573732
29573732
29573732
29573732
29573732
29573732
29573732
29573732
29573732
29573732
29573732
29573732
29573732
29573732
29573728
29573728
29573728
29573728
29573728
29573728
29573728
29573728
29573728
29573728
29573728
29576232
29584432
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29596732
29604932
29617232
29625432
29637732
29645932
29658232
29666432
29678732
29686932
29695132
29707432
29715632
29727932
29736132
29748432
29756632
29768932
29777132
29789432
29797632
29809932
29818132
29830432
29838632
29850932
29859132
29871432
29879632
29891932
29900132
29912432
29916532
29905156
29897444
29879040
29867876
29863068
29846960
29839072
29826544
29811660
29799228
29789608
29781044
29768056
29756372
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29741628
29730252
29723648
29711488
29700288
29695440
29693456
29685116
29678520
29667884
29658596
29649752
29640572
29634124
29623872
29616684
29606868
29599272
29589116
29584432
29576232
29574756
29572624
29565880
29564700
29564700
29564700
29564700
29564700
29564700
29564700
29564700
29564700
29564700
29564700
29564700
29564700
29564700
29564700
29564700
29564700
29564700
29564700
29564700
29564700
29572132
29580332
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29584432
29596732
29604932
29617232
29625432
29637732
29645932
29658232
29666432
29678732
29686932
29699232
29707432
29719732
29727932
29740232
29748432
29756632
29768932
29777132
29789432
29797632
29809932
29818132
29830432
29838632
29850932
29859132
29871432
29879632
29891932
29900132
29912432
29920632
29928832
29932932
29932932
29941132
29945232
29953432
29961632
29973932
29982132
29994432
30002632
30014932
30023132
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30035432
30043632
30055932
30064132
30076432
30084632
30096932
30105132
30117432
30125632
30137932
30146132
30154332 Test Program Ends
30162532
30174832
30183032
30195332
30203532
30215832
30228132
30236332
30248632
30256832
30269132
30277332
30289632
30297832
30310132
30318332
30330632
30338832
30351132
30359332
30371632
30379832
30392132
30400332
30412632
30420832
30433132
30441332
30449532 Maximum Reclamation of

Space by Scalable Swap
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30449532
30449532
30449532
30579336 Client has deleted the swap 

file and is shutting down
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